Abstract
Affirmative action (AA) policies are used to increase the representation of minorities in candidate pools for hiring and/or promotions. In this study, we plan to use the controlled setting of a lab experiment to understand the true size and nature of the spillover effect of a soft AA (SAA) policy on employer’s discrimination. It allows us to determine 1) whether this effect is predominately positive or negative, and 2) if it is primarily driven by behavioural preferences (i.e., taste-based discrimination) or rational choices (i.e., statistical discrimination). We do this by comparing a soft AA policy based on minority ethnicity status with one for a random “priority” group that has no distinct characteristics, and also by separating hiring decisions from performance estimations. Our findings would provide insights into the mechanisms of the spillover effects of soft AA policies in the labour market.
 
 
EXPERIMENTAL DESIGN
This experiment consists of two phases: 1) the preliminary phase, in which we aim to recruit 150 participants to complete a series of anagram tasks; and 2) the main phase, in which we aim to recruit 100 participants for each of the four treatments to complete either hiring or performance estimation tasks (i.e., 800 participants in total).
 
In the preliminary phase, participants will be asked to complete five 2-minute anagram tasks individually and paid by piece-rate performance. This phase is designed to generate actual profiles of candidates to be used in the main phase of the experiment. The benefit of using actual profiles is to introduce real consequences for discriminatory behaviour and therefore capture the actual level of employer discrimination (Hedegaard & Tyran, 2018). To construct a balanced candidates pool for the second phase, 75 participants will be recruited from an ethnic minority group (i.e., East Asians) and the remaining 75 will be recruited from the ethnic majority group (i.e., Whites). Out of the five performances, we drop the lowest and the highest scores to form the final candidate profiles. For each candidate profile, we randomly name each of the three scores remaining as the pre-screening score, interview score and employment score. 

In the main phase of the experiment, participants will be asked to either complete some hiring decisions or make performance estimations, given sets of pre-screened candidate profiles drawn from the data collected in the preliminary phase. Each participant in this phase will be assigned to one of the following four experimental treatments: a baseline_colour treatment with randomly assigned colours (red or green) to each candidate, but with neither the soft AA policy nor the information about candidates’ ethnicities (Treatment 1), a baseline-minority treatment without soft AA policy but with revealed information on candidates’ ethnicities (Treatment 2), a baseline_colour intervention treatment with soft AA policy for a randomly selected “lucky” group, namely the candidates assigned to red colour (Treatment 3), and a baseline-minority intervention Treatment with soft AA policy for the ethnic minority group (Treatment 4). Note that we will only recruit participants from the ethnic majority group as “employers/managers”. Each set of the four candidates’ profiles is pre-screened from 12 randomly selected participants (with similar average performances from the preliminary phase) through a treatment-specific “pre-screen process” based on the candidates’ pre-screening performances. The employer/manager is given the interview performances of all four candidates and is asked to either select one candidate to be hired (in the hiring task condition) or to give estimates of the actual employment performances for all four candidates (in the estimation task condition). On top of interview performances, the randomly assigned group colour (in Treatment 1 and 3) or ethnicity information (reflected through the surnames in Treatment 2 and 4), the potential employer/manager will also be given candidates’ age, prolific id, priority status (in Treatment 3 and 4). 


Experimental Design Details
Not available
Randomization Method
Randomisation was done by a computer through O-Tree
Randomization Unit
Individual participant
Was the Treatment clustered?
No

EXPERIMENT CHARACTERISTICS
Sample size: planned number of clusters
150 participants in the preliminary phase and 100 participants per Treatment per task in the second phase (950 in total, 800 for the main experiment in phase 2)
Sample size: planned number of observations
 4*100*4 = 1600 performance estimation decisions and 100*4=400 hiring decisions.
Sample size (or number of clusters) by Treatment arms
200 participants in the preliminary phase, and 100 participants per Treatment per task (total are 800 clusters) in the main experiment. 
Minimum detectable effect size for main outcomes (accounting for sample design and clustering)
 
Primary Outcomes (end points)

Overall Effect: The main outcome of interest is how a soft affirmative action (SAA) policy impacts the percentage of candidates being hired of the type that is the target of the policy.

Primary Outcomes (explanation)
We will compare the percent of hired candidates that are minorities in Treatment 2 (Baseline_Minor) and Treatment 4 (SAA_Minor). Similarly, we will compare the percent of hired candidates that are “lucky” in Treatment 1 (Baseline_Colour) and Treatment 3 (SAA_Colour). The difference in treatment effects (the difference between the percent of hired candidates that are minorities in Treatment 4 vs. Treatment 2 and the percent of hired that are “lucky” in Treatment 3 vs Treatment 1) will identify the role that minority status plays in the impact of a SAA policy.

Secondary Outcomes (end points)
The primary outcome (overall effect) can be decomposed to a Frequency Effect (which is mechanically generated by the SAA policy) and a Token effect (which is potentially confounded by several factors). The Frequency Effect measures how the SAA policy increases the number of candidates of the targeted type in the candidate pool, whereas the Token Effect1 measures how the SAA policy impacts the likelihood that a member of the targeted group is hired given that they are selected by the pre-screening process. Our design aims to further disentangle the confounding factors of the Token Effect.
Secondary Outcomes (explanation)
We measure both the base-level belief bias (i.e., Stereotype Effect) and preference bias (i.e., Taste-base Discrimination Effect). We also measure the two effects that impact the Token Effect: the Backfire Effect and the Perception Effect. Our definitions of these effects are the following: 
(1) Stereotype Effect (or Base-level belief bias): Whether and how much the managers perceive the minority group having lower expected employment performance due to existing stereotypical beliefs.
(2) Taste-base Discrimination Effect (or Base-level preference bias): Whether and how much the managers (who are majorities) are less willing to hire minority candidates given the same expected employment performance.
(3) Perception Effect (Policy induced belief bias): How the SAA policy impacts the managers’ beliefs about the expected performance of the targeted group vs. non-targeted group through changes in the pre-selection process and through additional exposure to candidates’ performances from the targeted group.
(4) Backfire Effect (Policy induced preference bias): How the SAA policy impacts the managers’ willingness to hire targeted group vs. non-targeted group controlling for expected (employment performance) scores.

Hypotheses (on Performance Estimation Task):
(1) [bookmark: _Hlk106107460]Baseline_Minor (Treatment 2) vs. Baseline_Colour (Treatment 1): On average, the minority candidates receive lower performance estimations than the majority candidates in the Baseline_Minor treatment due to existing Stereotype Effect in Treatment 2, whereas the estimations are similar across candidates with red and green colours in the Baseline_Colour treatment. 
(2) SAA_Colour (Treatment 3) vs. Baseline_Colour (Treatment 1): The red candidates on average receive lower performance estimations than the green candidates in Treatment 3 due to a negative Perception Effect of the SAA policy, whereas this difference does not exist in treatment 1. 
(3) SAA_Minor (Treatment 4) vs. Baseline_Minor (Treatment 2):  The minority candidates in Treatment 4 on average receive lower performance estimations than the minority candidates in Treatment 2, due to a negative Perception Effect of SAA policy. 

Hypotheses (on Hiring Decision):
(1) Baseline-Minor (Treatment 2) vs. Baseline_Colour (Treatment 1): The minority candidates are less likely hired than the majority candidates in the Baseline_Minor treatment potentially due to both the existing Stereotype Effect and Taste-base Discrimination Effect, whereas these effects do not exist in the Baseline_Colour treatment. 
(2) SAA_Colour (Treatment 3) vs. Baseline_Colour (Treatment 1): The red candidates will be less likely hired than the green candidates in Treatment 3, due to a combination of the negative Perception Effect and Backfire Effect. 
(3) SAA_Minor (Treatment 4) vs. Baseline_Minor (Treatment 2):  The minority candidates in Treatment 4 are less likely hired than the minority candidates in Treatment 2, due to a combination of the negative Perception Effect and Backfire Effect. 

[bookmark: _GoBack]Analysis plan: 
[bookmark: _Int_40qmhIxV]The main variable of interest from the hiring decision is the probability that a candidate of the target group is hired. We want to identify how this is impacted by the predicted employment performance scores of the best candidate from the target group and the best candidate from the non-target group. The predicted employment scores will be estimated by regressing actual employment performance scores on the observable characteristics of the candidates which include interview performance scores, age, and other treatment dependent observables. 
We will use the estimated employment performance scores from the data in the Performance Estimation Task to identify any belief biases between the two groups employment performance. Combining this with the hiring data, we identify the impact these biases have on the probability of hiring a candidate from the target group vs. the non-target group. Here the predicted employment performance scores are replaced by the actual estimations of the employment performance scores from the Performance Estimation Task.
Running these analyses on Baseline-Minor (Treatment 2) and Baseline_Colour (Treatment 1) this analysis will be used to understand the Stereotype Effect and Taste-base Discrimination Effect. The effects of the difference in actual estimation data on hiring probability will identify the Taste-base Discrimination Effect and the residual effects from differences in predicted estimation data and actual estimation data will identify the impact of the Stereotype Effect on the rate of hiring. 
Doing the same Analysis on SAA_Minor (Treatment 4) and SAA_Colour (Treatment 3) and comparing them to Baseline-Minor (Treatment 2) and Baseline_Colour (Treatment 1) respectively will be used to understand the Backfire Effect and Perception Effect. The effects of the difference in actual estimation data on hiring probability will identify the Backfire Effect from the affirmative action policy and the residual effects from differences in predicted estimation data and actual estimation data will identify the impact of the Perception Effect of the affirmative action policy on the rate of hiring.



1 Tokenism is the practice of doing something purely symbolic to appear inclusive. A (numerically) positive Token Effect is a reduction in the probability that a targeted candidate is hired in the presence of an SAA policy conditional on them being in the candidate pool. In this case, additional representation in the candidate pool does not translate fully into improved hiring outcomes of the targeted candidates.





Old Stuff

(5) Exposure Effect (or Belief-correcting Effect): How the additional exposure to the targeted group’s performances impacts the managers’ (potentially biased initial) beliefs about the target group’s expected employment performance.

Performance estimation data
In the estimation treatments the estimations of the employment performance scores will be regressed on the observable characteristics of candidates (i) in the given treatment (t):
\hat{EPS}it = a0t + a1t*minority/redi +a2t*IPSi + a3t*IPSi*minority/redi +a4t*agei + eit
Outcomes:
“Average” Stereotype Effect: (a_11 + a_31 \bar{IPS_i}) - (a_12 + a_32 \bar{IPS_i})
“Average” Signal Effect (Red Colour): (a_11 + a_31 \bar{IPS_i}) - (a_13 + a_33 \bar{IPS_i})
“Average” Signal Effect (Minority) + Exposure Effect: (a_12 + a_32 \bar{IPS_i}) - a_14 + a_34 \bar{IPS_i}
Assuming the signal effects are the same in Colour and Minority then Exposure Effect (expected performance) can be captured by difference in difference:
Exposure Effect (expected performance) = [(a_12 + a_32 \bar{IPS_i}) - (a_14 + a_34 \bar{IPS_i})] - [(a_11 + a_31 \bar{IPS_i}) - (a_13 + a_33 \bar{IPS_i})]

Hiring Data
For each group of four candidates we will have one observation which is the identity of the hired candidate. Of interest is the group of the hired candidate, and we are interested in how this probability of the hired candidate being in the minority group depends on treatments and observable characteristics of the group of candidates. Hired candidate group (a dummy variable) will be regressed on treatment (t), and group characteristics (g)
\hat{Hired_Minority/Red}gt = p0t + p1t*(max_IPS_min/redg - max_IPS_maj/greeng) + p2t*age_rangeg + egt
Outcomes:
“Average” Stereotype and Taste-based discrimination effects - the difference between p01 and p02 (as long as the average max IPS of the two groups are the same). 
Backfire effect (minority) and “Average” signal effect (hiring) - the difference between p01 and p03 (as long as the average max IPS of the two groups are the same).
Backfire effect (red), “Average” signal effect (hiring) and exposure effect (hiring) - the difference between p02 and p04 (as long as the average max IPS of the two groups are the same).

Hypothetical Hiring data from Estimation data: 
To identify some effects, we can convert the estimation data to hypothetical hiring data by assuming the participant hires the candidate for whom they estimated the highest EPS. Call the dummy variable EHired_Minority/Red which takes the value of 1 when the highest estimated EPS is a member of the minority/red group.
\hat{EHired_Minority/Red}gt = q0t + q1t*(max_IPS_min/redg - max_IPS_maj/greeng) + q2t*age_rangeg + egt
Outcomes:
Taste-Based Discrimination Effect: (p02 - p01) - (q02 - q01)
Difference in Backfire effects (Minority vs. Red): By doing diff in diff one can use hiring data to isolate Diff in Backfire and Exposure (hiring): (p04 - p02) - (p03 - p01). Then we can use estimated hiring data to identify difference in backfire effects: [(p04 - p02) - (p03 - p01)] - [(q04 - q02) - (q03 - q01)]












Old stuff
2) Signalling effects: We are considering the following ways of measuring the signalling effect: 
a) Simple measure: mean estimated scores for majority candidates and minorities candidates in different Treatments 
b) Normalised measure: measured by (estimated scores/given scores) -1 (given scores is the score of Task B -please see the section of experiment design). We will compare the average value of the multiplier among the majority candidates and minority candidates in four Treatments. 
c) Regression: For Treatment (2) and (4), we will run a linear regression 
estimated scores_it = a0 + a1*minority_it +a2*Task B's score_it + a3*Task B's score_it*minority_it +a4*age + e_it, 
where subscript i is for an individual candidate and t is for the session. 
The coefficient a1 captures the bonus/penalty of minority status in the estimation process a3 captures the ethnic/priority difference in the impact of given scores on estimated scores. 
For Treatment (1) and (3), we run
estimated scores_it = b0 + b1*lucky_it +b2*Task B's score_it + b3*scores_it*lucky_it + b4*age + e_it
The coefficient b1 captures the bonus/penalty of lucky status in the estimation process b3 captures the priority difference in the impact of given scores on estimated scores. 
Therefore, we can capture the signalling effects of the soft AA policy by comparing a1 and a3 across Treatments (2) and (4) and b1 and b3 across Treatments (1) and (3). If a3 is negative and different from 0 under AA policy minority (4) and similarly, b3 in AA policy lucky(3), the positive productivity signals of a minority/affirmed candidate are less effective than that of a majority/unaffirmed candidate. 
We can compare the regression for estimated scores to the least squares model for expected task C scores using actual task C scores. This allows us to think about the estimated signal effects in the population and compare this model to the estimations of the model formed by the participant estimations. 
d) Distribution: Kernel Destinies of estimated scores by Treatments (Bohren, Haggag, Imas, & Pope, 2019)
(1)  For Treatment (2) and (4), we will plot the kernel destinies function for minority group. The positive disparity in estimated scores (Treatment (2) – Treatment (4)) for minority candidate should represent the signal effects of AA minority policy.
(2) For Treatment (1) and (3), we will plot the kernel destinies function for lucky group. The positive disparity in estimated scores (Treatment (1) – Treatment (3)) for lucky candidate should represent the signal effects of AA lucky policy. 
If the disparity (1) is not different from disparity (2), then we find the evidence of productivity signal effects that a minority/affirmed candidate a minority/affirmed candidate are less effective than that of a majority/unaffirmed candidate

3) Fairness effect: 
a) Qualitatively: The answer to the first question in the post-experimental survey. We expect participants will perceive the pre-screen is less fair in AA minority Treatments and in AA lucky Treatments than in Baseline Treatments and Baseline type Treatments. Test if those who perceive as unfair (very, somewhat, etc.) are less likely to hire affirmed candidates than those that do not perceive as unfair.
b) We will compare the percent of candidates hired that are minorities in the Baseline Type (2) and Soft AA minority (4) interventions. Similarly, we will compare the percent of candidates hired that are “lucky” in the Baseline (1) and Soft AA Lucky (3) Treatments. We expect the percent of minority hired is higher in the AA minority Treatments than in the Baseline type Treatments while the percent of lucky hired is higher in the AA lucky Treatments than in the Baseline Treatments, if fairness effects is significant. 
c) Following settings of Hedegaard Tyran (2018), 

For Treatment (2) and Treatment (4), 
We create a sub-sample which only includes the session in which the candidate with highest score is a majority (white). We then run:  
Pr (a candidate being hired |minority, lucky, difference between the highest scores (diff), diff *minority) 
The marginal effect of diff *minority should capture the willingness to hire a minority candidate. We can measure the perceived fairness to compare this marginal effect between Treatment (2) and Treatment 4.  

For Treatment (1) and Treatment (3), 
We create a sub-sample which only includes the session in which the candidate with highest score is an unlucky (no priority status). We then run:  
Pr (a candidate being hired |minority, lucky, difference between the highest scores (diff), diff *lucky) 
The marginal effect of diff *lucky should capture the willingness to hire a lucky candidate. We can measure the perceived fairness to compare this marginal effect between Treatment (2) and Treatment 4.  

The changes in willingness to hire an affirmed candidate should capture the perceived fairness and we can also check if the results in a) b) c) are consistent to see if only perceived fairness will generate behavioural bias against the affirmed group. 

Note: The overall effect (primary outcome) will be some combination of the exposure effect, signal effect(s) and fairness effect.

4) Token Effects: We will compare the percentage of minority candidates who are selected to be interviewed by the pre-screen process that are hired in the Baseline Type (2) and Soft AA minority (4) interventions. Similarly, we will compare the percentage of “lucky” candidates who are selected to be interviewed by the pre-screen process that are hired in the Baseline (1) and Soft AA lucky (3) interventions. 


Bohren, J. A., Haggag, K., Imas, A., & Pope, D. G. (2019). Inaccurate statistical discrimination (0898-2937). Retrieved from https://www.nber.org/papers/w25935

