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(1) Have any data been collected for this study already?
No. Data collection will begin on or about July 15th, 2024.

(2) What’s the main question being asked or hypothesis being tested?
Do people trust ChatGPT to return money to them in a trust game (Berg et al. 1995) when it is given no instruction on how it should make a choice as the second mover?

Do people trust that ChatGPT will behave as instructed to in a trust game?

Is ChatGPT trustworthy when playing the trust game as the second mover?

(3) Key dependent variables and how measured
Experiment 1: Subjects play a standard trust game where they are given $10 and can choose to send some, none, or all of this to ChatGPT, which is the second mover. The primary dependent variable is the amount of money the subject chooses to send to ChatGPT in the first move of the trust game.

Experiment 2: The authors play the same trust game with ChatGPT and send the entire $10 each play. The primary dependent variable is the amount of money that ChatGPT chooses to return to us in the second move of the trust game.

(4) Conditions and Interventions

Experiment 1:
We measure whether and how much people trust generative AI by having them play Trust Games (Berg et al. 1995) with ChatGPT. The subject is the first mover. They are given $10 and can send any portion of this to ChatGPT, which is tripled. ChatGPT is the second mover. ChatGPT then decides how much of what it receives to the subject. 

There are three treatments: Treatment Self-Interest, Treatment Fairness, and Treatment No Prompt. The experiment is within-subject; each person plays the game three times (once for each treatment). We randomize the order of the treatments. One game is randomly chosen to determine payments to the subject. 

In each treatment, we vary the prompt that instructs ChatGPT how to play the game.

In Treatment Self-Interest, ChatGPT is told to determine how much to return to the subject "as a rational, self-interested person would." The prompt that is entered to get ChatGPT to play the game reads as follows:

" Play a game with me where I am given $10. I will first tell you how much of this $10 I want to send to you. Whatever amount I send gets tripled in the process, so if I send you $10, you receive $30 and I have $0. You then choose to return any amount of what you receive back to me, including keeping all of the money for yourself, but this amount is not tripled when sent to me.

I will start by telling you how much I am sending you. For your turn, you must say how much of the money, if any, you wish to send back to me, and a brief explanation of why you chose that amount. At the end, write a quick message saying how much money each of us ends up with. You should play as a rational, self-interested person would. Such people usually do what is best for themselves without regard for others.”

In Treatment Fairness, ChatGPT is told to determine how much to return to the subject "as a person who believes in fairness and reciprocity" would. The prompt that is entered to get ChatGPT to play the game reads as follows:

"Play a game with me where I am given $10. I will first tell you how much of this $10 I want to send to you. Whatever amount I send gets tripled in the process, so if I send you $10, you receive $30 and I have $0. You then choose to return any amount of what you receive back to me, including keeping all of the money for yourself, but this amount is not tripled when sent to me.

I will start by telling you how much I am sending you. For your turn, you must say how much of the money, if any, you wish to send back to me, and a brief explanation of why you chose that amount. At the end, write a quick message saying how much money each of us ends up with. You should play as a person who believes in fairness and reciprocity would. Such people usually are nice and like to reward people who have treated them well, even if it is costly to do so."

In Treatment No Prompt, ChatGPT is given no instructions on how it should decide how much to return to the subject. The prompt that is entered to get ChatGPT to play the game reads as follows:

"Play a game with me where I am given $10. I will first tell you how much of this $10 I want to send to you. Whatever amount I send gets tripled in the process, so if I send you $10, you receive $30 and I have $0. You then choose to return any amount of what you receive back to me, including keeping all of the money for yourself, but this amount is not tripled when sent to me.

I will start by telling you how much I am sending you. For your turn, you must say how much of the money, if any, you wish to send back to me, and a brief explanation of why you chose that amount. At the end, write a quick message saying how much money each of us ends up with."

After completing the three plays of the game, the subject completes a 16-question survey which asks questions about how trusting the person is, demographic information, the subject's previous experiences with ChatGPT, and their expectations for the impacts ChatGPT will have in the future 

The full experiment interface, including these survey questions, can be viewed in the document attached in the Docs & Materials section of our AEA registry for this study, and as an appendix to this document.



Experiment 2:
With the same set of treatments (No Prompt, Self-Interest, and Fairness), we run the same trust game where we send ChatGPT $10 in every play and record how much ChatGPT decides to record. We do this with several different versions of ChatGPT:
1. ChatGPT 3.5
2. ChatGPT 4
3. ChatGPT 4o
4. ChatGPT 3.5 API version
5. ChatGPT 4 API version
6. ChatGPT 4o API version

Each play is done with a separate instance, so that ChatGPT does not make new plays from what it has learned from previous plays of the game with us.

(5) Primary Analysis

Experiment 1:

1. Figures that show the a) the impact of treatment on mean amount sent by the subject in the first stage of the trust game and b) the impact of treatment on the distribution of the amount sent by the subject in the first stage of the trust game. These will be paired with t-tests to test whether the raw mean differences are statistically significant.

Between subject variation: Using only the observations from each subject’s first play of the game.

2. Regressions (usually OLS, but other estimation techniques when called for by the nature of the dependent variable) that estimate the main treatment effects:



where Y is one of the following outcome variables: 
- amount sent by subject i in the first move of the trust game (0 to 10), 
- amount sent standardized using overall means and standard deviations of amount sent in the first move of the trust game
- amount returned by ChatGPT as a percentage of the amount received, both raw and relative to benchmarks from the literature that would be expected given the treatment (self-interest, belief in fairness and reciprocity, other social preference theories including guilt aversion and inequity aversion)
- Subject attitudes towards gen AI like ChatGPT (whether it will be helpful in the subjects work, and whether the subject is more concerned that it will be over-regulated or under-regulated by the government)

T is a vector of treatment indicators that equals 1 if subject i was randomly assigned to play under a given treatment in their first play (Fairness and No Prompt, with Self-Interest as the omitted category);

X is a vector of characteristics of the subject, subsets of which will be included in various specifications. These include: 
· Trusting nature of the subject, as measured by a standard General Social Survey question
· Risk preferences of the subject, as measured by a survey question that asks “How do you see yourself: are you generally a person who is fully prepared to take risks or do you try to avoid taking risks?”
· Gender
· Ethnicity (Hispanic or not, white/nonwhite)
· Age
· Region of country in which the subject lives
· Highest level of education completed
· Current employment status
· Political affiliation
· Whether the subject had heard of ChatGPT before the study
· Whether the subject had used ChatGPT before the study
· Subject attitudes towards gen AI like ChatGPT (whether it will be helpful in the subjects work, and whether the subject is more concerned that it will be over-regulated or under-regulated by the government) (This will obviously not be included in any specifications if these attitudes are the dependent variable);
and ɛ is an error term. 

Here and in all subsequent analysis, the effects of the treatments on amount sent by the subject to ChatGPT will be compared not only to each other but also to a) typical amounts sent in standard trust games played between two people as found by Johnson and Mislin (2011) in a meta-analysis of trust games (typically 50% of the first mover’s endowment) and b) typical amounts sent in standard trust games played between two people on Prolific in experiments that use the “representative sample” function.

[bookmark: _Hlk170301685]3. Regressions (usually OLS, but other estimation techniques when called for by the nature of the dependent variable) that estimate how the treatment effects vary across several subgroups:





Where G indicates membership in the subgroup of interest and all other variables are as previously defined. The primary estimate of interest from these regressions is the estimate of the interaction effects , the estimated difference in the effects of the treatment between subgroups.

G will be defined as the following in different tests:
GSS trust
Risk attitude
Gender
Ethnicity (hispanic, white/nonwhite)
Political affiliation
Whether the subject has heard of ChatGPT
Whether the subject has used ChatGPT

Within-subject variation: Using all data, and adding subject fixed effects to the specifications.

[bookmark: _Hlk170302595]4. and 5. Similar sets of regressions as described in 2 and 3, but adding:
- O, a vector of indicators of the order in which the subject participated in each treatment;
- S, a vector of subject fixed effects, so the estimates of the effects of T is calculated using within-subject variation

to the specifications.

We will also check whether the order in which the subjects do the treatments impacts their behavior, in order to assess whether the SUTVA assumption is violated by exposure to previous treatments on later plays of the game. If the answer is yes, the between-subject analysis will be the primary focus. If the answer is no, the within-subject analysis will be the primary focus.

6. Similar analysis to what is presented below for experiment 2, where Y is the amount ChatGPT chooses to return in the second move of the trust game as a percentage of the amount received.

Other analyses
7. Schmid-Trede (1996) distribution shift tests of amounts sent by the subjects in the first move of the trust game, to judge how the treatments impact the distribution of amount sent, both overall and by the subgroups mentioned in 3. above.

Experiment 2:

1. Figures that show the a) the impact of treatment on mean amount sent by ChatGPT in the second stage of the trust game and b) the impact of treatment on the distribution of the amount sent by ChatGPT in the second stage of the trust game, both overall and separately for each ChatGPT model. These will be paired with t-tests to test whether the raw mean differences are statistically significant.

2. OLS regressions that estimate the main treatment effects, both overall and separately for each ChatGPT model:




where Y is the amount returned by ChatGPT in the second move of the trust game, C indicates ChatGPT model (3.5, 4, or 4o, both normal and API versions, so 6 total, using normal 3.5 as the omitted category) in the subgroup of interest and T is as previously defined. 

This will also be done using the subsample of observations from each ChatGPT model separately, omitting C from the specification.


3. OLS regressions that estimate how the treatment effects vary across ChatGPT model:





[bookmark: _Hlk171605314]As a robustness check, we will also try Tobits for our main dependent variable since it is bounded from below at 0 and bounded from above at 10.

Within-subject variation: Using all data, and adding subject fixed effects to the specifications.

4. and 5. Similar sets of regressions as described in 2 and 3, but adding:

- O, a vector of indicators of the order in which the treatments were conducted;
- S, a vector of session fixed effects, so the estimates of the effects of T is calculated using within-session variation (where a session is a set of 3 observations with a particular ChatGPT model).

to the specifications.

We will also check whether the order in which the treatments are conducted impacts ChatGPT’s behavior, in order to assess whether the SUTVA assumption is violated by exposure to previous treatments on later plays of the game. If the answer is yes, the between-subject analysis will be the primary focus. If the answer is no, the within-subject analysis will be the primary focus.

As a robustness check, we will also try Tobits for our main dependent variable since it is bounded from below at 0 and bounded from above at 10.

Other analyses
6. Schmid-Trede (1996) distribution shift tests of amounts sent by ChatGPT in the second move of the trust game, to judge how the treatments impact the distribution of amount sent, both overall and for each ChatGPT model separately.


(6) Aimed for sample size and power

Experiment 1:
We plan on recruiting a total of 360 subjects as the budget allows. The final number of subjects will depend on average payments per subject as determined by the choices of the subjects and the choices of ChatGPT, which cannot be anticipated. We have a budget of $8000 for the project.

This yields 360 observations for each treatment in our within-subject analysis, and 120 subjects per treatment in our between-subject analysis. However, because the experiment will be conducted on Prolific, subjects will arrive in a staggered fashion and will be unknown beforehand. We are thus using a simple randomization – each subject is being randomized independently and with replacement, so the number who participate in each treatment first may vary slightly from 120.

In a meta-analysis of trust game studies, Johnson and Mislin (2011) report an average amount sent in the first move of 50% of the endowment, with a standard deviation of 0.12. With a $10 endowment, this implies a mean amount sent of $5 with a standard deviation of 1.2. 

For our power calculations, we assume this mean and standard deviation will apply to our sample as well. For the main outcome variable - the amount sent by the subject in the first move of the trust game - we plan on using both the within-subject variation and the between-subject variation achieved by our design, which randomizes the order of the treatments. The between-subject analysis will use only the data from the subject' first plays, since the treatment assigned to each subject in the first play is effectively randomized by randomizing the treatment order.

For the within-subject analysis, using a simple t-test, the minimum detectable effect size assuming 5% significance level and 80% power is 0.148 standard deviations. This implies a MDE of $0.18 between a pair of treatments.

For the between-subject analysis, using a simple t-test, the minimum detectable effect size assuming 5% significance level and 80% power is 0.363 standard deviations. This implies a MDE of $0.44 between a pair of treatments.



Experiment 2:

We plan on generating 3600 observations total; 300 per ChatGPT model, 200 for each treatment:

1. ChatGPT 3.5
2. ChatGPT 4
3. ChatGPT 4o
4. ChatGPT 3.5 API version
5. ChatGPT 4 API version
6. ChatGPT 4o API version

For each of these ChatGPT models, we will generate 300 observations, 100 per treatment group (No Prompt, Self-Interest, Fairness).

A sample size of 200 per treatment group will allow us to detect an effect size of 0.14 standard deviations.

Since the experiment is free to run, we will increase the number of observations should a 0.14 sd effect size prove to be too large to be economically meaningful given the standard deviation of amount returned by ChatGPT, which is currently unknown.
