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Determinants of Citizen Acceptability of Predictive Tools in Children’s Social Care
The contents here are modelled on the SPIRIT 2013 Statement (Chan et al., 2013), though some have been condensed as the trial is an online survey.
Author: Daniel Bogiatzis-Gibbons (roles – trial design, implementation, analysis, publication)
Title: An Online Conjoint Experiment of UK Adults into Determinants of the Citizen Acceptability of Predictive Tools in Children’s Social Care
Trial Registration and Data Sharing: This experiment is registered on the AEA RCT Registry. As required by my ESRC funding, the data will be made available after publication through the UK Data Service: https://ukdataservice.ac.uk/. Before this, data will only be accessible by myself, reviewers, and quality assurers.
[bookmark: _heading=h.bedk0uweckhq]Protocol Version: 4, 29/6/2025
[bookmark: _heading=h.29lckqfspxeu]Protocol Amendments: This protocol will not be modified after it is uploaded to the AEA RCT Registry.
[bookmark: _heading=h.4yucm88yqzk9]Funding: The participant payments will be funded by the ESRC’s Advanced Quantitative Methods stipend, though the ESRC had no input into this experiment’s design.
[bookmark: _heading=h.3m82kerl4agx]Background and rationale: 
Predictive systems are increasingly being tested and deployed in children’s social care – from the Allegheny Family Screening Tool (see Allegheny County, 2019) to UK pilots in Hackney (Graham, 2017) and Bristol (Bristol City Council, 2024). That is despite concerns ranging from the potential for racial bias (Gerchick et al., 2023; Eubanks, 2018), legal concerns raised about the deployment of prediction on children prior to referrals being raised, and large-scale pilot studies showing model accuracy to be potentially very low (Clayton et al., 2020). This is particularly concerning because while there is a specialised regulator (the Office for Statistics Regulation) for the production of national statistics such as inflation or unemployment, there is no such body for ensuring high-quality predictive models are used by public bodies, including local councils. Therefore, understanding the determinants of whether predictive models would be seen as legitimate by the public is important in judging whether these models ought to be developed. 
More broadly, this experiment contributes to a literature on citizen acceptability of AI systems in public sector decision-making, which has been studied both in a permit-granting context (Horvath et al., 2023), in a medical diagnostic context (e.g., van der Veer et al., 2021; Ploug, 2021), and in public polling by the Alan Turing Institute (2023) across multiple policy domains. This experiment innovates on that literature in three ways: by considering explicitly how much participants are willing to trade off procedural safeguards for accuracy and mitigating bias, by considering a novel, high-stakes context which cannot be fully automated, and by considering more detailed measures of accuracy, including the tradeoff between investigating too many false positives and detecting true positives.
A second rationale for conducting this experiment is methodological innovation, particularly the application of parametric Random Utility Models (RUMs) to conjoint experiments in a political science context. These allow for the consideration of policy tradeoffs, correlated preferences (e.g., between different kinds of accuracy measurement), and estimation of how much preferences for attributes of an AI system vary across individuals, even on the basis of unobserved characteristics about a person.
[bookmark: _heading=h.aboi0g6d7arg]Study Setting, Recruitment, Eligibility Criteria, and Data Collection:
The study will be conducted as an online survey on the Prolific platform, with a survey population of UK adults balanced by the platform (Prolific, 2024) against census proportions on age in brackets of 18-24, 25-34, 35-44, 45-54 and 55+, sex in a male/female binary, and ethnicity in ONS (2016) simplified categories of White, Mixed, Asian, Black and Other. 
Douglas, Ewell, and Brauer (2023) found that Prolific has higher data quality than other platforms like Amazon’s Mechanical Turk and Qualtrics, or undergraduate student samples, which additionally are very unrepresentative of the general population. Online surveys have the significant advantage that they are cost-effective and can be used to ask questions to a larger sample of citizens than phone-based or in-person surveys.
It should be noted that this is not a procedure comparable to taking a random sample of the population because the participants are on an online survey platform. That may cause problems in this experiment with external validity because they need to be digitally literate enough to use the apps or websites that the platform uses to recruit participants. If the level of digital literacy is positively correlated with (say) support for using policing data in an AI system, then the estimated effect of using policing data would be too high compared with the general public. 
This experiment relies on participants stating their preferences for a hypothetical AI system, which might not accurately represent how they would make that choice in a real-world situation. For instance, economists have consistently found that participants overstate their willingness-to-pay for goods in so-called ‘stated preference’ scenarios, with some evidence that this is higher for public goods (Murphy et al., 2005). That said, given most people will not ever procure an AI system, there is not nor is likely to be appropriate ‘revealed preference’ data. Further, field trials can be much costlier and hypothetical surveys may still give a good indication of real preferences (see e.g. Falk et al. 2022 or Falk et al. 2018). Further, at least in an immigration context, Hainmueller, Hantgartner, and Yamamoto (2015) find that real-world decision-making and responses in an experimental context have congruent effects. Choice data, if not stated preferences, were also found to be good predictors of real-world preferences by Bauer, Chytilová, and Miguel (2020). 
Data on participants' demographics has already been collected through the Prolific platform, and the questions that will be asked of participants are also on the AEA RCT Registry. 
Trial Design, Outcome, Allocation, and Interventions: 
For an introduction to conjoint designs, please see Hainmueller, Hantgartner, and Yamamoto (2015), including the assumptions required for the validity of this design. The objective of a conjoint design is to investigate how a set of attributes affect participant choice, originally in a marketing context of products, but in a politics context it could be candidate choice or relate to public policy trade-offs.
This trial will be run using an online choice-based conjoint experiment, where, in each of the six choice situations, participants must pick which of the two profiles they prefer with randomised attributes. The order of the attributes will be randomised across participants, but constant for each participant over each of the choice situations. A seventh choice situation with the options of the first choice situation flipped will be used as a respondent reliability check, see Statistical Methods section. Multiple choice situations are used to see how participant choice varies as attributes change, without the requirement for participants to see all potential variation.
The conjoint design means, in effect, the profiles are ‘fictional’ or about potential predictive systems, rather than actually developed real-world ones. Those profiles here are AI systems for screening children where there has been a referral from a police officer, teacher, or member of the public. The term ‘AI system’ will be avoided in favour of ‘data-based tool’ because some comments from the survey described in Annex 1 showed that understanding what an AI system means differs between individuals (as indeed, it does between individual academics).
[bookmark: _heading=h.bl403g1zcfps]The systems will be explained as consisting of a human social worker deciding whether or not to escalate a referral with a choice of two available predictive models using the following attributes:
- Use of the AI system, "How the program is used by social workers in decisions made about children" (levels: The program makes a preliminary decision that the social worker must override to change; The program only makes a recommendation to the social worker)
- Measuring overall transparency, "Information about the program is:" (levels: Easy to understand and publicly available; Hard to understand without expert advice, but publicly available; Not publicly available)
- Measuring transparency in individual decisions "For each specific child, information about how the program made a prediction is:" (levels:  
- How many fewer at-risk children had their cases incorrectly closed (levels: 0, 2, 4, 6, 8, 10) Note for context: background includes information that for social workers alone "10 children from every 100 referred children were at risk of harm, but were missed by social workers, and their cases were closed".
-  How many fewer safe children had their cases incorrectly progressed (levels: 0, 2, 4, 6, 8, 10) Note for context: background includes information that for social workers alone "10 children from every 100 referred children were not at risk of harm, but were incorrectly progressed to further investigation".
In particular, these attributes were chosen for the following reasons:
Attribute	Justification	Levels
Global Explainability and transparency	As predictive models are often complex, there has become a significant concern among the machine learning community to ensure models are explainable (see Molnar, 2024 for a lucid summary). ‘Global’ here refers to the overall functioning of the model.		In a public context, this sits alongside concern about transparency, which was also tested as an attribute in Horvath et al. (2023).	Information about what data is used in the tool, how it weighs up that data, and how it is used by social workers is…		Easy to understand and is openly available to the public		is openly available to the public but hard to understand without expert advice		is not disclosed 
Local Explainability and transparency	Whether the specific decision rules used to make a prediction about an individual child are understandable and transparent. In machine learning models, these are distinct from so-called ‘global’ explainability, as in the last point, because models apply different weights or decision rules to different types of cases (Molnar, 2024). More generally, in decision systems, ‘global’ explanations might focus on the types of evidence or rules used to escalate cases, most of which will not apply to any given case. 	The reasoning behind a tool’s recommendation about an individual child is…		Easy to understand and openly available to the parents and social worker		openly available to the parents and social worker but hard to understand without expert advice		not disclosed
The role of the predictive model in decision-making	Whether the prediction from a machine learning model is a recommendation or requires an explicit override by social workers (as in the Allegheny Family Screening Tool, see Allegheny County, 2019).	The model makes a recommendation to the social worker		To change the model's decision, the social worker must clearly explain why it is wrong
How many fewer at-risk children had their cases incorrectly closed per 100 children screened	Horvath et al. (2023) analyse the effect of accuracy on the acceptability of AI systems. In this experiment, accuracy is split into true positives and false positives to understand the trade-off between them. This attribute corresponds to true positives.	As an artificial baseline, 10 children from every 100 referred children were at risk of harm, but were missed by social workers, and their cases were closed.		The levels will, therefore, be 0 (corresponding to no improvement), 2, 4, 6, 8, or 10 truly risky children (corresponding to total improvement).
How many fewer safe children had their cases incorrectly progressed	This attribute corresponds to false positives.	As an artificial baseline, 10 children from every 100 referred children were not at risk of harm, but were incorrectly progressed to further investigation.		The levels will be therefore, again, 0, 2, 4, 6, 8, or 10 children.

[bookmark: _heading=h.7dgbueow0se6]de la Cuesta, Egami, and Imai (2022) point to the importance of constructing realistic profiles, which often requires non-random assignment – for instance, if a politician is pro-immigrant, that might make them, in reality, more likely to be pro-choice. However, there is no sensible real-world data on which to base a non-uniform choice of attribute assignment here, and therefore, a uniform distribution will be used. For example, while Gerchick et al. (2023) show for the AFST that adding new data sources on policing, health, and education does not improve model accuracy, it is unclear if that would apply in UK contexts. Further, unlike selecting between hypothetical politicians, the risk that certain combinations of characteristics will seem unrealistic is low. One possibility would be to induce a correlation between false positives and true positives, but the actual correlation level is unknown. Therefore, a uniform distribution will be used across each set of attributes.
[bookmark: _heading=h.64qyo5u08ee3]Research Aims:
This trial will not be analysed with the primary aim of disconfirming null hypotheses, rather following Gelman (2017), a range of models or “multiverse” (Steegen et al. 2016) will be performed to understand sensitivity of measured quantities to effects. Following Gelman (2017), in particular the aim is to “forget about getting definitive results from a single experiment; instead embrace variation, accept uncertainty, and learn what you can” (p. 8). This also avoids the need to be concerned with multiple comparisons, as explained by Gelman, Hill, and Yajima (2009). 
The primary aim of this study is to measure the willingness of participants to tradeoff the two accuracy measures for the three procedural safeguards, notably two measures of transparency and one attribute for how the program is used in the social care system. In particular, there will be measured:
· The overall willingness to “pay” (WTP) across both measures.
· Individual variation in terms of the distribution of random coefficients of WTP.
· The differences in willingness to pay associated with trust (after ESS 2025), both in general institutions (such as local councils and the UK's legal system) and in social workers, will be measured, with trust in social workers broken down into competency, motivation, and resources to undertake their work (per Durand et al. 2022). 
· As a more exploratory analysis, differences in willingness to pay in terms of age and education level will also be explored. 
Given the limitations of these models in terms of convergence and computing power required, please see the Statistical Methods section for contingencies on how this might be achieved.
This measurement is interesting because the relative impact of accuracy on choice is different across prior experiments in other citizen acceptability of data tool or AI system experiments. In Horvath et al. (2023) in both a visa processing and parking permit processing context, they saw that accuracy had the largest effect. This was also observed by van der Veer et al. (2021) in a medical diagnostic context. While Ploug et al. (2021) found that in a medical diagnostic context, human involvement and explainability were the most important factors compared to accuracy, they both only used general descriptors for accuracy (‘significantly better’, ‘somewhat better’, ‘equally good’ as a physician’s judgment) which might have downplayed the importance of accuracy. In Horvath et al. (2023), they found modest effects on the choice of AI system for transparency and increasing in the level of human involvement.
A secondary aim is to measure the willingness to “pay” reducing false positives for reducing false negatives. In the closest analogue of criminal trials, prior studies have shown a preference for minimising false convictions over false acquittals (see, e.g. Scurich, 2015; Givati, 2019), although this preference is shifting internationally over time (Williamson, Soto, and Dioso-Villa, 2021; Xiong, 2017). 
Finally, in terms of the transparency measures, the marginal rate of substitution between transparency for decisions about specific children and overall transparency will be measured. While the machine learning literature distinguishes between the overall model and individual decision-makers (Molnar, 2024), there is, to my knowledge, no literature about their relative importance in AI acceptability. 
Standard AMCEs per Hainmueller, Hopkins, and Yamamoto (2013) will also be reported. That said, they are less of interest in this case than willingness-to-pay estimates as the experiment is centrally aimed at answering questions about tradeoffs. Market shares for particular products can be computed from random utility models, however, are unlikely to be meaningful in this case because this experiment is fully hypothetical rather than corresponding to, say, real-world yogurt or vehicle brands. 
Sample Size:
The outcome in each case will be a binary choice for each of the 6 sets of profiles. 
Sample sizes in randomised controlled trials are usually chosen to minimise the number of participants (for ethical and cost reasons) while ensuring sufficient statistical power, that is, the probability of correctly rejecting the null hypothesis when it ought to be rejected. 
However, the sample size in this experiment is constrained by the available budget based on my available ESRC funding (a £6000 Advanced Quantitative Methods supplement). Using the UK minimum wage of £12.21, a survey completion time of 10 minutes, and Prolific’s 33.3% surcharge on experiments for academic purposes yields a sample size of 2211. This is of a comparable size to other conjoint experiments in political science, for instance, Horvath et al. (2023) used 2143 participants and Hainmueller, Hopkins, and Yamamoto (2013) only use 311 participants for their candidate experiment. 
Participants will be excluded if they take longer than Prolific’s recommended maximum time for the experiment (~40 minutes) or if they fail the two attention checks in the experiment.
Given that the willingness-to-pay estimates will be produced from complex models in a novel context, it is quite difficult to compute an appropriate MDES here. 
If the AMCEs standard in political science were used as the primary analysis and  a null hypothesis testing framework adopted, then using the cjpower application from Freitag and Schuessler (2020) based on their paper Schuessler and Freitag (2020), yields an MDES of 0.03 or assuming the conservative correction for intra-respondent reliability in Clayton et al. (2023, see Statistical Methods) 0.039, meaning a difference of 3 or 3.9 percentage points in the choice probability can be detected. While this is larger than the smallest statistically significant effect size in Horvath et al. (2023), this is a more high-stakes setting with, therefore, perhaps stronger preferences over attributes, and this MDES is still relatively low. To obtain an MDES of 0.02 would require 4,904 respondents, which is beyond the scope of the available budget.
Monitoring, Harms, and Auditing:
In healthcare settings, it is especially necessary to monitor participants and any harm that might arise from a pharmaceutical or surgical intervention. Audit procedures are also regularly used to decide whether the trial should be stopped.
In terms of monitoring and auditing, this is not applicable as this is an online trial, in which the interventions are a simple survey with low potential to cause distress. Despite the serious subject matter of children’s social care, this is a hypothetical choice between different decision-making systems within an online survey rather than (for example) a reflection on traumatic childhood experiences. Nonetheless, participants will be signposted to NHS CBT services in an abundance of caution. Further, auditing and monitoring could not be conducted in this context because there will be no follow-up with the participants.
Statistical Methods:
As a guiding principle, I will not be too focussed in conducting analysis on statistical significance, and instead report all generated results and their uncertainty. I will follow the logic set out in Gelman, Hill, and Yajima (2009).
The outcome data in a forced-choice conjoint experiment is whether a product or candidate person (here, an AI system) with a randomly chosen set of attributes is chosen over another (here, another AI system) displayed in that choice situation. 
In political science and cognate disciplines, the standard quantity to be estimated (the causal estimand) here is usually the Average Marginal Component Effect or AMCE, introduced by Hainmueller, Hopkins, and Yamamoto (2013). This corresponds here to the average effect of an attribute level on the probability that an AI system will be chosen, where the average is defined over the distribution of the other attributes across repeated samples. That paper also introduces a non-parametric estimator for AMCEs, which is implemented in the R package cjoint (Barari et al., 2023) and will be used as the primary analysis method in this experiment. 
Each of the diagnostics for the assumptions of their method outlined in Hainmueller, Hopkins, and Yamamoto (2013) will also be run, except in 5.3.5 for atypical profiles (as noted elsewhere, these systems are hypothetical and therefore an ‘atypical’ profile has little meaning). These are:
1. For carryover effects: for this, I will make AMCE plots for each of the first six tasks, and control for task number in random utility models.
2. Profile order effects: for this, I will make AMCE plots for the left and right profiles, and include controls for profile orders in random utility models.
3. Attribute order effects: for this, I will include in a RUM attribute values, dummies that indicate the row positions of the attributes, and the interactions between the two; and similar for the non-parametric estimation look at the AMCEs for each of the row positions.
4. Randomisation: I will perform balance checks, mainly relying on qualitatively on Prolific’s demographic characteristics, although for completeness, I will include an overall F-test.
The AMCE has been critiqued by Abramson, Koçak, and Magazinnik (2021) for being mistakenly used to analyse the effect on majority preferences and, therefore, to correspond to effects on the probability of, for example, for political candidates winning an election. This occurs because the AMCE averages both intensity and direction of preferences, so, for example, a small minority who will only vote for a male candidate might outweigh the majority who have a weaker preference for gender equity, leading to a small but potentially significant average AMCE for male candidates. However, as Bansak et al. (2022) argue, the AMCE corresponds to the causal effect on the share of those who prefer a product or vote for a candidate. 
A broader limitation is that the method for calculating the AMCE effectively assumes that preferences over other attributes are ignorable and homogeneous across the population. One unified method for resolving these problems is using discrete choice modelling (e.g., Train, 2003, for a comprehensive introduction), in particular, so-called random utility models or RUMs that assume that consumers purchase or choose a product or candidate when the utility is greater than for other options. This method is ubiquitous across marketing and industrial microeconomics and is used in political science as a model of voting behaviour (Glasgow, 2001; Merrill III and Adams, 2001; Stoetzer & Zittlau, 2015). 
Chaudhry, Dotson, and Heiss (2021) use a simple RUM, the multinomial logit model, to analyse the role of trust in individual philanthropy in a conjoint experiment. This allows them to simulate the market shares of particular combinations of NGO characteristics and explore differences across observable individual characteristics. They appear to be the only authors in a political science context to use a discrete choice model to analyse a conjoint experiment.
However, as explained in Train (2003), these models employ the Independence of Irrelevant Alternatives (IIA) assumption: the relative odds of choosing one option over another don’t change when another option is added. This assumption is often absurd in political contexts; for instance, we would expect a change in the relative odds of picking Labour and the Tories if Reform is introduced. Even if the IIA assumption was approximately correct in this experiment, there are other reasons to prefer more complex models.
In particular, so-called ‘mixed’ logit models incorporate individual-level heterogeneity over preferences over the attributes and allow those preferences to be correlated. Therefore, one person might care especially about both sets of accuracy measures (consequentialist preferences), and another might care more about which data is included and the level of racial bias (perhaps rights-based or equity-based preferences). While they were introduced by McFadden (1974), they have been computationally expensive to estimate until recently, but they have recently received fast implementation in R by Helveston (2023). Like the non-parametric AMCE estimation (see Abramson et al., 2022), they do require an assumption of no preference cycles, e.g. no preferring conservatives to liberals, moderates to conservatives, and liberals to moderates. However, with the attribute levels in this experiment, the risk of such cyclic preferences should be low, as it is likely that for most individuals, there will be an ideal point in each of them that requires trading off with other attributes. 
Mixed logit models then have three significant advantages over the current approach used in political science in conjoint experiments.
First, they allow for the estimation of how heterogeneous preferences are, even including unobserved variables. For instance, one can then answer how the importance of reducing false positives varies across the population. This matters because simply knowing something is important in aggregate tells you nothing about (dis-)agreement over its importance. Unlike the approach in Zhirkov (2022), where individual-level preferences are estimated non-parametrically, the individual-level estimates are partially pooled, i.e. estimated in part using information from other participants, leading to more efficient estimation. However, this does rely on making parametric assumptions over the individual-level preferences over attributes. Therefore, robustness checks must be performed to ensure estimates do not heavily depend on distributional choices (here, multivariate normality).
Second, they allow for correlated preferences over attributes, such as between different types of explainability. This allows for more accurate estimation of the AMCE (see Annex 3, where I derive a general estimator for the AMCE) and may also be interesting in its own right for understanding individuals' decision-making processes. 
Third, they allow an analysis of the trade-offs between different attributes, e.g., accuracy and explainability (in economics, these are commonly expressed as willingness to pay as the focus is on price). This could have broader applicability because, for example, some attributes are difficult for a political party or immigrant to satisfy simultaneously. Further, as Abramson, Koçak, and Magazinnik (2021) note, estimating these tradeoffs allows for intentionally using the fact that conjoint experiments end up incorporating information on preference intensity and direction.
I will compute the WTP estimates above by:
· First, computing models in preference space, see e.g. Train (2003). This will be done using:
· A multinomial logit.
· A mixed logit with uncorrelated normally distributed random coefficients on all parameters.
· A mixed logit with correlated normally distributed random coefficients on all parameters. This may not be fit if it cannot be made to converge using reasonable changes to the optimisation routine in logitr, e.g. by varying the error tolerance.
· A mixed logit with normally distributed random coefficients on the procedural safeguards, and log-normal distributed random coefficients on the accuracy measures (as assumably all participants will want more accurate models). 
· All models will share to begin as covariates the attribute levels.
· In addition, in an omnibus model, there may be included the following interacted with the covariates: task number, whether the profile was right or left, and the attribute orders. If necessary for model convergence reasons, these may be run separately, or substituted out for graphical checks.
· Interactions with the trust measures will be included in separate models. The four social worker trust measures will be interacted with the role of the social worker in decision making. In addition, the local government trust measure and legal system trust measure will be interacted with the two transparency measures. This is based on what it would make most sense for those trust measures to affect, and to contain what interaction effects are modelled. If necessary, this may only be fit on the best-performing model on the base model of attributes only.
· Interactions with age and education (taken as having a bachelor’s degree or above or not as a binary) will be included with all attributes. This may be fit separately to the trust model.
· Second, the above models will be compared for fit using AIC, BIC, and adjusted McFadden R^2, but all WTP and other results will be reported.
· Third, models will be run in willingness-to-pay space to check if this moves the results, using the same distributions as above, but on the WTP parameters, as explained here: 
https://cran.r-project.org/web/packages/logitr/vignettes/mxl_models.html. 
As robustness checks, I will:
1. Pay attention how with conjoint experiments is that even if participants pass standard attention checks (as in those from Berinsky, Margolis, & Sances, 2014 used by Horvath et al., 2023), conjoint analysis inherently involves considering trade-offs between attributes, which is potentially cognitively difficult and often avoided in survey design. Clayton et al. (2023) show that only about 80% of participants make consistent choices in conjoint experiments. This experiment adopts their recommendation on implementing a flipped version of the first task as the last task in the experiment, and their correction for intra-respondent reliability will be computed (this was used to inflate the MDES used in the power calculation above). It should be noted that this correction assumes that reliability is not linearly related to preferences over attributes – and relaxing this is explored below. 
a. I will test for the problems of attention to multiple attributes outlined by Clayton et al. (2023) by checking what fraction made the same choice in the swapped first and seventh choice tasks. I will compute the conservative AMCE CIs suggested in Clayton et al. (2023) and report them where applicable. 
b. In the context of measuring the reliability of individual response, as in Clayton et al. (2023) discussed above, RUMs allow for relaxing the assumption that reliability is not linearly related to preferences over attributes. For example, I will add a binary variable for consistent choices (through their trick of having the first and last choice situations be identical) and then interact that variable with attribute levels. That would allow for measuring whether reliability partly depends on what choice situations individuals see, as it could be that some are more nuanced and therefore cause less reliability or that some are more extreme and promote reliability.
2. Include a comprehension check to check what fraction of participants can correctly recall one of the attributes.
3. Per Berinsky, Margolis, & Sances (2014), I will also report the WTP estimates for those who have passed 1 or 2 attention checks to see if there are qualitative differences. Those who fail both attention checks will be excluded.
If fit, I will also compute the AMCEs from the correlated model to show how this might change estimated AMCEs. I may also compare the random coefficients distributions with the individual effects estimated in Zhirkov (2022) to show efficiency gains from such estimation.
Any analysis not described here will be purely exploratory, and described as having come after the pre-registration.

Research Ethics Approval, Consent, and Confidentiality:
Research Ethics approval was obtained through the Birkbeck School of Social Sciences’ process.
Informed consent will be obtained from all participants, including clarifying the purpose of the research, flagging the potential for content that might distress participants, and clarifying that the data will be retained in an anonymised form and published in a public repository.  
Prolific maintains confidentiality by only providing researchers with an anonymised ID and ensuring that demographic information does not make participants identifiable. 
Dissemination Policy: The results will be included in Daniel’s PhD thesis and submitted to a journal (likely either Political Analysis or the Journal of Experimental Political Science) for publication. They will also be disseminated to social work practitioners through submissions to the Community Care and Professional Social Work newsletters. Finally, they will be communicated to data scientists through a conference such as ACM FAccT. 
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