Analysis Plan for FYSP

1. Summary Statistics: Contacted and Final Sample

In this analysis we will compare the composition of the total contacted sample with the final sample of those agreeing to be involved in the study across faculty and equity group. This will allow us to comment on whether these two different samples are different from each other and the implications for the external validity of our results. We may expect the offer of the bridging courses to be more relevant for certain faculties such as science or engineering and IT. As such, certain equity groups may be more likely to enrolled in these faculties, either by preference or by construction (for example, women in STEM). 

2. Balance Test: Treated and Control Groups

We perform this analysis to ensure that our block randomisation has been conducted successfully. Our main goal will be to test that approximately half of our final sample has been allocated to each group and the characteristics of each group is similar. We will test statistically for differences between the two groups through the conventional t-test. Our blocks will be faculty and equity group. Other characteristics we will compare will be gender, SES status, basis of admission and ATAR, number of subjects enrolled. 

3. Summary Statistics: Treatment (Z=1) vs Participants (Z=1 & D=1)

This analysis will compare how different the entire treatment group is from the proportion that participate in the FYSP (classified by attending at least one activity). We will compare equity groups, faculties, gender, basis of admission, ATAR and number of subjects enrolled in. This will help inform later discussions about the external validity of the results and, in particular, how representative of the broader equity student population are the FYSP participants.

4. Take-Up Analysis: 

We will report the proportion of students who participate in at least one FYSP activity out of all those who were offered or all those in the treatment group. This is the overall take-up rate, and it is equivalent to estimating the effect that the offer has on overall participation when the control group doesn’t have access to the activity. Then, we will report the take-up rates for each activity, including the net take-up rate for the bridging courses (take-up among treated students minus the take-up rate among the control). Where an activity can be measured continuously, we will report the average number of sessions attended by participants. This will allow us to see how significant the impact of the offer was on FYSP attendance and also allow us to comment on the strength of our instrument, which will be relevant for our 2SLS analysis.  

5. Take-Up Heterogeneity Analysis

We will perform the same take-up analysis for the overall take-up and take-up for each activity (both using a  binary and continuous measure) as above but reporting the results by equity group, faculty, gender, basis of admission and ATAR. This will allow us to see for which types of students the offer had a larger impact on. We expect that certain aspects of the program may be more appealing to different types of students, such as the bridging courses for students in the STEM faculties

6. Main Estimates

 When conducting the main analysis, we will be using the following equations. When estimating the effect of the FYSP on standardised grades, we need to refer to equations (1) and (2) where the analysis will be at the student () - subject () level.





When estimating the effect on the rate of attrition (measured as a binary variable equal to one if the student doesn’t re-enrol at university in the second semester and zero otherwise) and the success rate (the number of subjects passed divided by the number of subjects attempted), we refer to equations (3) and (4), where the analysis is conducted at the student () level:	Comment by Mario Fiorini: I am assuming this means dropping out of the program, and not the subject. But could be made clearer	Comment by Christopher Carter: Good point thanks





In the equations above,  is the outcome of interest, is a binary variable equal to 1 if the student participates in at least one FYSP activity,  is a binary variable equal to 1 if the student received a random offer and  contains a set of baseline characteristics including gender, SES, basis of admission and ATAR.  is a vector of fixed effects calculated at the individual level, specifically for faculty and degree. For the estimation of the effect on standardised grades we will include  subject fixed effects. The estimation of these fixed effects is subject to having sufficient program variation within each group. For example, if there are subjects where all or none of the students attend the FYSP activities, then this will prohibit the use of subject fixed effects in our analysis. We will report the OLS estimate of the effect of  on  as well as the ITT estimate of the effect of  on . The main result will be our 2SLS estimate of the effect of  on or the effect of participating in the FYSP on the academic outcomes. The effect that we identify is the local average treatment effect or the effect for those who were influenced by the random offer into participating in the FYSP. The comparison of the 2SLS estimate with the OLS and ITT estimate will be useful as the OLS estimate doesn’t account for selection into the program, while the ITT effect is the un-scaled effect of our program. Comparing these estimates will show how selection into participation by treated students and the program’s take-up rate have each influenced our main effect.	Comment by Mario Fiorini: Do we know which subjects they took in High School? E.g. for their HSC? I think we should have this information. It could be an important control, especially when dealing with selection into a particular faculty/degree. 	Comment by Christopher Carter: Thanks Mario that’s a great idea - let me follow up with someone and see if we can get this information.	Comment by Mario Fiorini: Are you going to have subject FE in equations (3) and (4)?
	Comment by Christopher Carter: Ah good point - If the outcome doesn’t vary by subject then I guess it is redundant right? I should clarify that we will only use degree and faculty FE for (3) and (4)	Comment by Mario Fiorini: i.e. 0<P(D=1|X)<1 or the weaker P(D=1|X)<1. The former is needed for an ATE, the latter for the ATT.
	Comment by Christopher Carter: Thanks - I’ve used the stronger example and said that if this is the case then we can’t estimate the subject fixed effects…but this only matters for precision right? 

Going beyond the overall effect of the program, we provide estimates of the effect of the separate FYSP components. It is not sufficient to run a regression with separate indicators for each activity as we do not conduct separate random offers for each activity (i.e. separate treatment arms). As such, this estimation would be biased as different attendance patterns are not likely to be random, and this would not identify the separate effect of each activity. As a result, we employ a different strategy by partitioning the program attendance into academic and non-academic components. The academic component of the FYSP is just the bridging courses, while the non-academic components include the introductory workshop and the peer mentoring program. In order to separately identify the effect of these two components using 2SLS we need an additional instrument. We construct this additional instrument by exploiting the fact that the academic component is more relevant to students studying in degrees that require underlying knowledge in mathematics, chemistry, physics and biology. Therefore, the identifying assumption is that students attend bridging courses at higher rates because they are enrolled in degrees relevant to the courses. We then obtain the effect of the academic ()  and non-academic () components of the FYSP through estimating the equations below:






Where the variables maintain their definitions from before but now  represents attendance for the bridging courses (for which we will use both binary and continuous measures). The resulting estimates for FYSP attendance ( now correspond to the effects of the non-academic components, hence the subscripts  over the respective coefficients ,  and .  is a binary indicator for whether a student is enrolled in a degree which is relevant to one of the bridging courses. Similar to our analysis of the overall program effect, we report the OLS and ITT estimates alongside the 2SLS estimate. 

[bookmark: _GoBack]In order to interpret this as the separate effect of each program, some additional assumptions are required. These include that (a) the average treatment effect of the FYSP is the same among students in the academic and non-academic components, and (b) that there are no interaction effects among the separate components. We acknowledge that these are strong assumptions, and as a result, the analysis on the separate components will carefully consider this. In addition, we note that the interpretation of this effect can vary depending on additional factors relating to student take-up patterns (Kormos et al., 2025). Additional tests and required assumptions are considered where relevant. If identifying the effects of different program components isn’t feasible, we expect our treatment effect heterogeneity analysis by faculty to be sufficiently informative. Specifically, we examine overall program effects for students in STEM versus non-STEM faculties.


7. Main Estimates Heterogeneity Analysis 

We will estimate the overall program effect across the three outcomes of interest separately for each faculty and equity group as well as by gender, basis of admission and ATAR. We will also estimate the effect of the separate components where possible across faculty, equity group, gender, basis of admission and ATAR. This is constrained by the group’s definition. For example, it will not be possible to estimate the effect of the separate components for women in STEM as there won’t be any variation in the additional instrument, as all students in this category are enrolled in a degree which has a relevant bridging course. We expect this heterogeneity analysis to be informative of the mechanisms through which our identified effect operates.

8. Robustness Checks

We will perform the following checks to ensure the robustness of our results. Firstly, we will formally estimate the first stage regressions which correspond to equations (2), (4), (6) and (7) and report the F – statistic. This is best indicator of the strength or relevance of the instrument and will allow us to comment on the consequences for our 2SLS estimates. We will report the first stage F – statistic for all sub-groups we consider in the preceding heterogeneity analyses and conclude whether the sub-group estimation will be reliable. In addition to this, we will conduct the test for instrument validity as in Kitagawa (2015) as well as report the take-up rate by offer status. We will also consider further sources of heterogeneity as they arise and consider interacting the instrument with other variables in order to explore other mechanisms further. 

Students will be allowed to withdraw from the study at any point prior to publication. As such, we will comment on and report any non-random attrition. We will use baseline characteristics such as faculty and equity group to assess the impact of any non-random attrition. All standard errors reported will be robust standard errors which have been adjusted for heteroskedasticity. For analysis at the student-subject level, we will cluster standard errors by student. We will measure standardised grades using both unweighted and weighted measures. The unweighted measure treats all subjects as though they are of equal importance. For weighted measure, we will first calculate the standardised scores using the mean and standard deviation of all students. Then, we will apply weights such that each student’s standardised score in each of their subjects is weighted according to how many credit-points the subject is worth out of the total amount of credit points taken in that semester. The weighted success rate will also be used in addition to the usual success rate. This will be calculated by adding up all the credit points for subjects passed and dividing this by the sum of all credit points taken that semester.
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