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Abstract: 

We run a correspondence-field experiment in the Czech Republic to test whether employers reward cognitive abilities in mid/end-career applicants. We send fictitious applications to job advertisements, each vacancy receives one application only; that is, this experiment has a between-subjects structure and this choice is meant to reduce detectability concerns (Balfe et al., 2021) and meet conditio sine qua non IRB guidelines. Moreover, while this choice usually limits statistical power, it addresses the concern that matched-pair (within-employer) correspondence may alter behavior and impact mechanism-specific discriminatory behaviors (Lahey, 2016). 
Our applications consist in CVs, which are all equivalent in terms of education, work history, and English proficiency, while they have three randomized attributes. First, “Age,” disclosed implicitly via university graduation year (combined with 23 being the usual age of graduation and the current year being 2025) and evenly assigned from 40 to 55. The other two randomized characteristics are meant to capture different measures of cognitive abilities, at different margins. Second, “Certificate of Portuguese language knowledge” with three levels—None, Recent (2025), or Past (2015) (i.e., certificate no or yes, and, if yes, how recent); this signal means to capture verbal skills and their recency. Third, “Playing chess” as an analytical-skill signal with three levels—None, Current club member (2025), or Current club member and recent participation in a regional championship (2025) (i.e., chess players no or yes, and, if yes, how good); this signal means to capture analytical skills and their intensity. Although they reflect different cognitive abilities, the main difference between the two signals is that, while both of them are job-irrelevant, Portuguese language knowledge is not expected to have any impact on individual productivity—within the Czech context, while chess ability is expected to have an impact in many jobs.
Why verbal and analytical skills have different margins? There is no variation on the intensity margin on Portuguese (although it could be easily communicable through certified level, such as A1 to C2), because this would rather reflect a longer duration of studying Portuguese, rather than a higher level of cognitive abilities. There is no variation on the recency margin on chess because it would be hardly justifiable to insert details on past club memberships, given the short nature of Czech CVs.
These randomized plausible signals are chosen to disclose different dimensions of cognitive skills and to be productivity-unrelated in most jobs within the Czech context. These features allow us to study how belief-updating about ability—rather than job-match—varies with age. 
These fictitious applications will reach employers all over the country and for ANY kind of job. 
While the above three attributes are randomized and orthogonal to employers’ needs, the reminder of the CVs closely fits employers’ needs. These CVs follow the usual Czech CVs structure, that is, one sheet, where the top panel lists job experience for all applicants, while the bottom panel reports additional qualifications, or hobbies, and a short cover letter-like paragraph. With the help of machine learning techniques, the top panel lists relevant, ad-fitting job experience from the last 10 years for all candidates (as such, the fit of each individual CV does not need to be tested with actual people); this strategy addresses the concern that older applicants would list longer job relevant experience. The short bio reports the usual, vague yet credible positive self-promotion (e.g., “I am reliable, proactive, and my previous employers appreciate my consistent performance”), and it explains that the candidate is seeking for a new job after having recently relocated to the area. 
With the help of machine learning, we additionally assign candidates’ address. This address is composed of a randomly drawn, real town and street, as well as a fake number, within 20 km from the registered address of the employer. While the combination of town and street are real, their combination with number returns a non-existent address—this is done to address IRB concerns. 
Job applications sending times are randomized but within business hours and days. 
Our applicants are all male to ease randomization script. The reason is that Czech language is a XXXXX language; given this feature, the usage of additional female applicants which would require doubling the gender declinations in the entire CV, which would be not manageable to us, given time and resources constraints.
The study wants to clarify whether job-unrelevant cognitive ability, productivity (non)enhancing signals move screening decisions differently for applicants aged 40-55, informing debates on late-career signaling and the limits in the increase of generic cognitive abilities.


Sponsor & Partners: 

This project is supported by the public no-profit Czech institute of the “Public Defender of Rights,” which allows us to obtain the IRB approval, and insures that the policy relevant scope of this study fulfills the institute goals.


Interventions:

Intervention(s) To measure the differential belief-update of elderly’s cognitive abilities, we conduct a randomized email correspondence test, in which each employer receives one email indicating the applicant’s age—between 40 and 55—and all the possible combinations of applicant’s job-irrelevant cognitive abilities, that is, Portuguese knowledge and chess. In other words, age, job-irrelevant cognitive ability proxies (for cognitive skills that enhance productivity or not) and their margin (either recency or ability level) are independently assigned.

Intervention (Hidden) The IRB from Masaryk University has approved the project.

Intervention Start Date:  DD/MM/2025
Intervention End Date:  DD/MM/YYYY

Primary Outcomes: 

Primary Outcomes (end points) Our pre-specified analysis estimates intent-to-treat effects of age, verbal and analytical skills on various outcomes, namely binary variables for any callback and interview invitation.

Secondary Outcomes: 

Secondary Outcomes (end points) We measure the time to respond, in days.
We measure the courteousness of the responses.


Experimental Design:

Main experimental design details are discussed in the abstract, here we summarize them. We send one job application per advertisement, thus using between-variation. CVs are randomized across age and job-irrelevant verbal cognitive abilities. We signal age through the linear combination of current year of the experiment, graduation year, and typical year of graduation (23). We signal job-irrelevant verbal cognitive through different levels of Portuguese knowledge. We signal job-irrelevant analytical cognitive abilities through different levels of chess ability. Attached documents illustrate a sample of CVs.
Experimental characteristics section discusses randomization details.
Fictitious job applicants have different combinations of the most frequent Czech male first names and family names.	Comment by Luca Fumarco: That’s what you said, right?
We will apply for all relevant advertised job vacancies in XKWJFDNAME OF THE DATABASE. We exclude from the database jobs with the following characteristics X, Y, K. We exclude them for the following reasons 1, 2, 3.
Although our experimental design was informed by planning and reading of the literature, exogenous deadlines imposed some limitations. In particular, we could not run a perception check plan of our treatments (i.e., blinded raters scoring “verbal ability,” “analytical ability,” “general job-irrelevant,” “chess being generally productivity enhancing”). Thus, we will conduct this test after the experiment and upload the results here.
After the experiment concludes, we will release mail sending and randomization procedure publicly.	Comment by Luca Fumarco: Doable?	Comment by Štěpán Mikula: Sure!

Experimental Design Details
The experimental design, scope, and goals have been agreed with the Public Defender of Rights.

Randomization Method
Randomization occurs at the vacancy level, and the randomizing script will be posted, and timestamped.	Comment by Luca Fumarco: IS THERE STRATIFICATION BY REGION (LIKE UA EXPERIMENT)? IT SOUNDS LIKE WE ARE CONTACTING ANYONE. WHAT ARE THE CHARACTERISTICS ARE ADVERTISEMENTS THAT WE DID NOT TARGET? This question is posted in another part of the text	Comment by Štěpán Mikula: Yes. I added it. Check it please.

Randomization Unit
Employer

Was the treatment clustered?
No

Experimental Characteristics:  

Sample size: planned number of clusters
We expect to contact employers from all Czech regions (i.e., 13 regions and Prague—which is a separate administrative region on its own), although there is no treatment clustering by region: we will contact all job advertisements, except for those where the job does satisfy the above mentioned exclusion restrictions.	Comment by Luca Fumarco: True?

Sample size: planned number of observations
We expect to contact >10,000 employers. That is all the advertisements in XXXXXREGISTRY except for those where the job does satisfy the above mentioned exclusion restrictions.

Sample size (or number of clusters) by treatment arms
Each employer receives one email.
Age is randomly assigned, with an expected 1/15 probability that for each age (i.e., more concretely, graduation year is randomly assigned so that age = 2025 – graduation year + 23, and age varies between 40 and 55), which expected to give ~1,500 per integer age.
Portuguese knowledge is randomly assigned with 1/3 probability for each level, that is, no Portuguese mention ~3,300, Portuguese studied in 2015 ~3,300, Portuguese studied in 2025 ~3,300.
Chess ability is randomly assigned with 1/3 probability for each level, that is, no chess mention ~3,300, current chess club membership ~3,300, current chess club membership and participation to regional chess tournament in 2025 ~3,300.
Assignment and level of the two cognitive ability signals are independent.
We expect this field experiment to be highly powered. Assuming N=11,000, a baseline callback=0.12, alpha=0.05, and power=0.8, the minimum detectable difference is in the ballpark of ~2 percentage points, same goes for age.	Comment by Štěpán Mikula: @Luca Fumarco check it please	Comment by Luca Fumarco: I think it is alright, MDE details for this example have not changed

Supporting Documents and Materials:  

-- (attached document: AEA RCT – IRB approval)	Comment by Luca Fumarco: These should be posted
-- (attached document: AEA RCT – sample of appended CVs)
-- (attached document: AEA RCT – letter of intent of the Public Defender of Rights)	Comment by Luca Fumarco: This COULD be posted, and the reason is this. It should shows that we actually had their support, that we are subject to certain deadline (I do not know them, I just know that you want to start asap) and it should quickly discuss what they did, how they supported us. In particular, this short document (one-sided sheet) should discuss some guidelines they gave us, and focus on those details of the experimental design that seem either confusing or patched together quickly, and thus have little scientific rigour (I highlighted above what is not convincing, but there could be other things). If the referees see obvious problems in the experimental design (and readers in general), they might take it as negative signal, and prejudge our study outcome (e.g. from Labour Econ or ILR Rev as potential outlets to Labour or Applied Economics). If we have a valid justification and we discuss everything, the limitations of our study could be seen differently.	Comment by Luca Fumarco: An alternative is that if things go wrong we could circulate this study as a policy report, which could limit reputational negative effects of circulating badly designed studies. (I am not certain of things, I just have a bad feeling)	Comment by Luca Fumarco: As an additional alternative, this paper could be part of someone’s thesis? I do not know the rules. Even if it will not be good enough for a good publication, it could be good enough for a thesis and help the student on the job market.	Comment by Štěpán Mikula: We have a signed memorandum. I would not post it publicly. We would have to have their permission. (It is not a big deal but we do not have it.


IRB:  

IRB Name
School Research Ethics Committees	Comment by Luca Fumarco: To be updated

IRB Approval Date
2022-04-07

IRB Approval Number
SERC reference: 704

Analysis Plan Documents:  

Our pre-specified analysis estimates intent-to-treat effects of age, verbal and analytical skills on various outcomes, namely any callback, interview invitation, and response timing. The analyses will be conducted with linear probability models with stratum fixed effects (region, company NACE, occupation ISCO) and various specifications of robust standard errors, such as heteroskedasticity-robust, or clustered at various levels (e.g., the NACE, ISCO, or region) level. 
Main coefficients recover the effects of Age, Portuguese recency levels (RecentHigh—C12025 vs LowPast—A120125 vs None), and Chess levels (Enthusiast and well rankedClub and regional competition vs EnthusiastClub vs None). Additional analyses will include interaction terms between Age and Portuguese, Chess, and their levels.
To aid the choice of correct signals and their correct interpretation, we run sample CVs with the Public Defender of Rights. The design is powered to detect modest effects on callbacks and to deliver precise nulls if employers ignore non-job-relevant cognitive cues. Ethical safeguards are insured by the assistance of the Public Defender ofr Rights; moreover, data with employer communications will be anonymized and GDPR-complying stored.	Comment by Luca Fumarco: Could this quickly be done? We just show them a bunch of CVs and ask them whether they are credible. If they are not credible, we eliminate this sentence, brace for the worse 😃, and hope referees will not inquire about their credibility. (again, I do not know about their credibility and I trust you, but there us the doubt, because we did not have time to test them)

For all the following hypotheses, we infer that we cannot reject the null hypothesis if p-values are greater than 0.10 using a two-tailed test.

Main analyses 
[bookmark: _Hlk98852696]Main hypotheses
We test the following hypothesis:
Hp 1: the increase in age does not impact the probability of receiving a callback. The expectation is that age negatively impacts callback.
Hp 2: employees with job-irrelevant cognitive abilities are as likely to receive a callback as employees without job-irrelevant cognitive abilities. The expectation is that the former group of prospective employees has a higher callback rate.
Hp 3: age and job-irrelevant cognitive abilities do not interact. The expectation is that they do interact and that the sign of the interaction term is negative.
Hp 3 will be repeated with two interaction terms between age and the two job-irrelevant cognitive abilities separately. The expectation is that they do interact and that the sign of the interaction term is negative.
The same hypotheses could be tested on other outcomes, namely positive answer, timing, politeness.
Robustness checks will be conducted on a subsample of occupations where generic cognition plausibly matters.

Secondary hypotheses
We test the following hypothesis:
Hp 2.1: employees with a past A2 Portuguese language knowledge are as likely to receive a callback as employees without it. The expectation is that the former group of prospective employees has a higher callback rate.
Hp 2.2: employees with recent C1 Portuguese language knowledge are as likely to receive a callback as employees with older A2 levelknowledge. The expectation is that the former group of prospective employees has a higher callback rate.
Hp 2.3: employees with Chess abilities (enthusiast) are as likely to receive a callback as employees without them. The expectation is that the former group of prospective employees has a higher callback rate.
Hp 2.4: employees with high Chess abilities (well-ranked enthusiasts) and participation in a regional competition are as likely to receive a callback as employees with lower Chess abilitiesout participation in regional competition. The expectation is that the former group of prospective employees has a higher callback rate.
Hp 2.5: employees with Chess abilities are as likely to receive a callback as employees with Portuguese knowledge. The expectation is that the former group of prospective employees has a higher callback rate because, on average and across occupations, analytical skills are better rewarded. .


Like the main analyses, additional secondary analyses will test the null hypothesis on the interaction term between age and the different cognitive abilities margins (i.e., recency of Portuguese language and ability level in chess).
The same hypotheses could be tested on other outcomes, namely positive answer, timing, politeness.
Robustness checks will be conducted on a subsample of occupations where generic cognition abilities plausibly matters.


Additional analyses
Additional analyses investigate possible mechanisms 
In particular, we investigate heterogeneous effects by standardized hiring processes (e.g., proxied by firm size), and by level of competition between firms (e.g., measured with a Herfindahl-Hirschman Index (HHI) by NACE and/or region). These two sets of analyses will allow us to identify taste-based and statistical discrimination.
The expectations align with standard labor economics literature. For example, we expect that large firms are less likely to treat applicants with different ages differently because of a more standardized assessment process of the candidates. For similar reasons, we expect that large firms are more likely to reward job-irrelevant (but productivity enhancing) cognitive abilities as they pay more attention to details because of a more standardized assessment process of the candidates. Similarly, increased competition between firms, all else equal, should reduce ageism and decrease returns from job-irrelevant (and not productivity enhancing) cognitive abilities. 
We can conduct also analyses by macro ISCO occupation categories. However, differently from the above, we do not have expectations; generally, we could expect that certain types of jobs differently reward different types of job-irrelevant cognitive abilities, depending on the features of the job itself.

Additional analyses investigate the effect of third-country citizens positions
We conduct an additional exploratory analysis to examine whether Czech applicants are as likely to receive callbacks when applying for jobs explicitly open to third-country (non-EU) nationals. All our fictitious applicants are Czech citizens, and our expectation is that these applicants may face lower callback rates for such positions. This expectation is based on anecdotal evidence suggesting that employers who advertise these roles may already intend to sponsor non-EU workers and might even prefer them over domestic applicants.

Additional analyses investigate commuting and commuting-related heterogenous effects
We can conduct heterogeneity analyses by estimated commuting distance, with the general expectation being that increased distance reduces the likelihood of receiving a callback (Carlsson et al., 2018). However, we do not have precise expectations of how increased distance might interact with age and job-irrelevant cognitive abilities (both their type and level). On one hand, commuting-time penalty could be steeper for older applicants: employers may project higher lateness/absence risk and lower schedule flexibility for late-career applicants. On the other hand, commuting-time penalty might not interact with age or even reduce: older workers are often seen as more reliable, possibly offsetting distance concerns.
These analyses could account also for neighborhood affluence or area-specific intensity of public transportation.
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--
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